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Our plan for the session

1 Transformers and tokens How a model reads text
2 Our models GLINER2, Qwen3-Embedding, Qwen3-4B
3 The pipeline From report PDF to draft MISP event

Hands-on notebook Run on a real report

5 Review and wrap-up



The pipeline, step by step

1 Report PDF — cleaned sentences Python
2 Find entities: actors, malware, tools, CVEs, sectors, countries GLINER2
3 Classify each sentence and keep the attacker-activity ones GLINER2
4 Retrieve the 3 closest ATT&CK techniques per sentence Qwen3-Embedding
5 Accept or reject each candidate technique Qwen3-4B
6 Write a summary grounded in the extracted information Qwen3-4B

Draft exports, including a MISP event, for review




Our pipeline: from a PDF threat report to ATT&CK and MISP

entities found, used as facts

s s G g >
INPUT PLAIN PYTHON ENCODER ENCODER EMBEDDER DECODER DECODER OUTPUT
Threat report 1 - Sentences 2 - Entities 3 - Classify 4a - Retrieve 4b - Verify 5 - Summary 6 - Export
PDF, 10 pages remove page GLINER2 GLINER2 Qwen3-Embedding Qwen3-4B Qwen3-4B results.csv
joint advisory headers actors, malware, attacker activity, —» each sentence vs “does this sentence written only from techniques.csv
AA25-141A set the authors' tools, CVEs, targets, background, 706 techniques describe this the facts found: summary.md
(TLP:CLEAR) IDs aside sectors, countries advice — top 40 technique?” entities + confirmed misp_event.json

» 77 sentences — keep attacker candidates YES /NO + reason techniques — import in MISP
activity only
\ . . v
MITRE ATT&CK 4c - Check

O Encoder: reads, finds, classifies

spreadsheet v20.0
706 techniques

the authors’ ATT&CK IDs, kept aside as an answer key

D Embedder: compares meaning

() Decoder: writes, judges

vs the authors’
own ATT&CK mapping

() Plain Python: no model



GLINER2 and Qwen3-4B side by side

Aspect
Architecture
Operation
Size

Input

Output

Role

GLIiNER2-large-vi1

Bidirectional transformer encoder

Picks text spans (segments), predicts labels
About 340 million parameters

A sentence + entity definitions or categories

Entity lists and sentence categories

Focused extraction and filtering

Qwen3-4B-Instruct-2507

LLM, decoder-style language model
Generates an answer token by token
4 billion parameters

A sentence + a candidate technique, or facts to
summarise

YES/NO with a reason, and a summary

Flexible interpretation and writing



From words to numbers: what a transformer reads

Real output of our notebook: the Qwen3 tokenizer and the Qwen3-Embedding model.

STEP 1
Text

what you write

STEP 2

Tokens
pieces of words

STEP 3
Token IDs

each piece has a number

STEP 4

Vectors
each ID — a list of numbers

STEP 5
One vector per sentence
attention mixes the token vectors,

the embedder sums them up into
1,024 numbers per sentence

L APT28 used Mimikatz to steal credentials.

1 rare word = 3 tokens

o 26 cse) (o) ) | ) st | erensas |

65962 17 23 1483 91846 1579 20175
] o o
=
. ] o 2
E 8 = o ] .
= ]

2l

26571 16387 iz
[ ]
@ 2
= O B training
= [ ]
[ [ ]
=

{ The attackers dumped credentials from LSASS memory.

A —

[ Passwords were stolen from the memory of a Windows process.

——

[ Join our webinar on cyber resilience next Tuesday.

11 tokens
- = a space

learned during

similarity with sentence 1

close meaning
unrelated
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